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Abstract—The deployment of Large Language Models (LLMs)
on resource-constrained edge server clusters introduces a critical
systems challenge: achieving high throughput and low latency
under strict GPU memory and bandwidth limits. Current sched-
ulers are ill-suited for this environment, as they treat requests
independently, incurring two major inefficiencies. They waste
compute and memory on redundant prefill computations for
identical, lengthy system prompts across applications, and their
phase-agnostic policies create suboptimal batches that poorly
overlap compute-intensive prefills with memory-bound decodes,
leading to GPU under-utilization. This paper presents ALPS,
an application-aware, length-predictive scheduler for request
serving for edge LLM inference. ALPS transforms the queueing
layer into an intelligent orchestrator with two core techniques:
(i) semantic-aware request grouping, which hashes requests by
system prompt to co-locate them, reducing redundant pre-
fill computations; and (ii) phase-aware scheduling, which uses
a lightweight output token bucket predictor to estimate de-
code/prefill ratios and strategically reorders requests to maximize
prefill-decode overlap in continuous hybrid batching. Augmented
with SLO-aware preemption, ALPS is implemented as a practical
scheduling layer atop vLLM. Extensive evaluations on an edge
GPU testbed with diverse models and production workloads
demonstrate that ALPS improves token throughput by up to
1.6 x and reduces end-to-end latency by up to 2.4x compared to
state-of-the-art schedulers.

Index Terms—Large Language Model, Inference, Edge Com-
puting.

I. INTRODUCTION

ARGE Language Models (LLMs) have exhibited impres-

sive capabilities ranging from reasoning, task planning,
and code generation. To achieve the low latency required
for interactive applications on desktops and mobile devices,
there is a growing imperative to deploy LLMs on edge server
clusters closer to users, such as at cellular base stations,
Internet exchange points, or enterprise premises [1, 2, 3, 4].
Client software—from GitHub Copilot and ChatGPT to lo-
cal word processors—increasingly invokes LLMs from these
resource-constrained platforms. Edge-cluster LLM serving
complements both cloud and personal-device deployment.
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Compared with cloud serving, deploying LLMs at the edge
reduces communication latency, preserves data locality, im-
proves privacy, and enables operation under intermittent or
bandwidth-constrained network conditions [5, 6, 7]. Compared
with running an LLM on a single personal device, an edge
cluster aggregates the computational resources of multiple
edge nodes to support concurrent users, multiple applications,
and larger models that cannot be effectively hosted on an
individual device. Such deployments are increasingly com-
mon in enterprise edge servers, industrial gateways, smart
campuses, hospitals, retail stores, and telecom edge infras-
tructures, where several resource-constrained edge devices co-
operate to provide localized Al services. This shift creates
a critical system challenge at the edge: the cluster’s LLM
serving infrastructure must efficiently schedule and execute a
high volume of concurrent requests from diverse applications
despite tight hardware constraints, demanding robust solutions
to meet stringent throughput and latency requirements for a
seamless user experience.

However, edge clusters operate under fundamentally differ-
ent constraints than cloud data centers. LLM inference for each
request consists of two distinct phases: a compute-intensive
prefill to process the input prompt, followed by a memory-
bound decode to generate tokens autoregressively [8]. In
cloud environments, a common optimization is prefill-decode
disaggregation [9, 10, 11], which schedules these phases on
separate, specialized hardware. In contrast, edge servers are
constrained by limited GPU memory and low inter-GPU band-
width, making such costly disaggregation impractical [12, 13].
Both phases must be executed on the same device. This
necessitates hybrid batching [14, 15]—interleaving prefills and
decodes within a single GPU, typically via continuous batch-
ing with chunked prefill [16, 17]. While the batching engine
groups requests for parallel execution, the strategic queueing
subsystem, which governs request admission, ordering, and
prioritization, becomes vital. Its decisions directly control the
critical workload mix, balancing new prefills against ongoing
decodes fed to the batching engine.

Most existing queuing schedulers treat LLM inference re-
quests as independent, opaque tasks, agnostic to their internal
computational structure. This abstraction simplifies design
but leads to suboptimal performance in edge environments
employing hybrid batching. The scheduler’s blindness directly
manifests as GPU under-utilization and elevated tail latency.
We identify two specific compounding limitations of this
approach as follows:

First, existing schedulers ignore semantic redundancy across
requests, particularly in common system prompts from the
same applications [18]. Applications often use lengthy, iden-
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Fig. 1: Snippet of the prompt structure of three inference
requests from Amazon, Gemini, and Claude, respectively [20].
The system prompts (in red) are static and common across
users; the user prompts (in green) are dynamic.

tical prompts to define roles, rules, and context, as illustrated
in Figure 1. In a hybrid batching system, current schedulers
process inference requests with the same system prompt
independently, performing redundant prefill computations and
allocating duplicate Key-Value (KV) cache entries for identical
prefix sequences across requests over different servers. This
constitutes a significant waste of precious KV cache space
and compute cycles. An efficient scheduler should recog-
nize and co-locate such requests to enable prefix KV cache
reuse [19]. This would not only save compute cycles but,
more importantly, free up memory to admit more concurrent
requests, thereby enhancing the system’s ability to sustain
high-throughput, low-latency batch processing. This confirms
the substantial design space for avoiding repeated computation
of the system prompts.

Second, existing standard queuing policies (e.g., First-
Come-First-Serve (FCFS) and similar fairness-oriented ap-
proaches as in llm-d [21] and VLLM [16]), though compatible
with hybrid batching, ignore requests’ computational profiles
and are thus highly inefficient in resource-constrained envi-
ronments. In a memory-constrained edge system, the long-
lived KV cache of a decode-heavy request can block or delay
the admission of pending prefill-heavy requests due to lack of
available contiguous memory. An FCFS scheduler, unaware
of this phase-based resource contention, will not prioritize
freeing space to create optimal overlap. Consequently, the
system often either misses opportunities for prefill-decode
parallelism when complementary requests are not co-located
in time, or leaves compute units under-utilized with batches
saturated only with memory-bound decodes. This results in
lower sustained throughput and higher latency variance com-
pared to a policy that proactively maintains a high-utilization
mix of prefills and decodes.

In this paper, to address these limitations, we present ALPS,
an application-aware, length-predictive scheduler for request
serving on LLM clusters at edge. ALPS is founded on a key
insight: the queueing subsystem must evolve from a passive,
fairness-oriented dispatcher into an intelligent orchestrator that
is semantically aware of request structure and proactively

manages phase composition. To this end, ALPS introduces
two novel scheduling primitives: (i) semantic-aware request
grouping to exploit system prompt redundancy, and (ii) phase-
balanced schedule control to optimize the prefill-decode mix
in hybrid batching. By integrating these primitives with a
Service Level Objective (SLO) aware preemption mechanism,
ALPS unlocks significant performance gains within the strict
resource envelope of edge GPUs. We implement ALPS as a
practical, non-intrusive scheduling layer atop VLLM [16].

This paper makes the following contributions:

1) We identify and quantify static tokens, called system
prompts, shared across inputs. Our analysis of pro-
duction applications shows that such system prompts
constitute a significant portion of all the input tokens,
presenting a significant, overlooked opportunity for op-
timization through prefix cache reuse.

2) We design and implement ALPS, a novel schedul-
ing framework that introduces application-aware request
grouping. ALPS hashes requests by their system prompt
to co-locate them in the same request group, enabling
global reuse of pre-computed KV caches and reducing
redundant prefill work. This transforms prefix sharing
from passive, opportunistic cache hits to active, guaran-
teed scheduling.

3) We develop a phase-aware scheduling policy that uses
lightweight output length prediction to optimize hybrid
batching. ALPS predicts a request’s output token range
to estimate its decode/prefill ratio. It then prioritizes
request groups with high ratios, strategically reordering
the queue to maximize the temporal overlap of compute-
bound prefills with memory-bound decodes, sustaining
high token throughput.

4) We integrate an SLO-aware preemption mechanism that
complements our optimizations, maximizing the oppor-
tunity to meet strict SLOs without sacrificing token
throughput. This provides ALPS with a critical control
knob to balance system efficiency with individual re-
quest performance.

5) We evaluate ALPS extensively on a real edge GPU
testbed with diverse production models and workloads.
Results show that ALPS improves token throughput by
up to 1.6x and reduces end-to-end latency by up to 2.4 x
compared to state-of-the-art, demonstrating the signif-
icant performance headroom unlocked by application-
and phase-aware queueing.

Unlike existing LLM serving frameworks that indepen-
dently optimize scheduling, prefix caching, or SLO manage-
ment, ALPS introduces a hierarchical scheduling pipeline in
which application-aware semantic grouping identifies reusable
system prompts, bucket-based output prediction estimates
generation characteristics, phase-aware scheduling optimizes
hybrid batching at the request-group level, and SLO-aware
preemption preserves latency guarantees. The interaction of
these components creates capabilities that cannot be achieved
by applying the individual techniques independently.



II. BACKGROUND AND MOTIVATION
A. Key-Value Caching and Prefix Sharing

General Technical Background. Efficient LLM inference
relies on autoregressive generation, where each output token
is produced based on the entire sequence of previous tokens.
To avoid recomputing intermediate states, a Key-Value (KV)
cache stores the key and value tensors from the LLM’s atten-
tion layers for all previously processed tokens in GPU mem-
ory. During the decode phase, this cache is iteratively read and
updated, reducing computational complexity from quadratic to
linear relative to sequence length. Prefix Sharing (or Prefix
Caching) extends this optimization across requests. When
multiple input prompts share an identical token sequence at
the start, i.e., a common prefix, the system computes and
stores the KV cache for this prefix once. Subsequent requests
that share this prefix can reuse the cached tensors directly,
skipping redundant computation and effectively treating them
as immutable states. This optimization is particularly valuable
for workloads with repetitive prompt structures, as it saves
significant compute cycles and memory bandwidth.

Application # System tokens Static
Raycast Al 28 v
Chatwise 32 v
Amazon Rufus 172 v
Claude3 251 v
DeepSeek 184 v
Cascade 1916 v
Wordware 148 v
GitHub Copilot 1018 v
Devin 82 v
Product manager 186 v

TABLE I: Number of tokens (estimated by OpenAl’s tikto-
ken [22] using GPT-40 as the baseline) in system prompts
per request for diverse applications from ChatgptSystem-
Prompt [20] and MetaGPT [23]. Applications include code
assistant, reasoning, and planning.

Motivation #1: System Prompts as a Prime Target
for Prefix Caching. In real-world LLM serving scenarios, a
dominant source of prefix redundancy is the system prompt.
LLM applications (e.g., MetaGPT [25], GPTs [20], and Bing
Copilot [26]) embed the system prompt, i.e., a special instruc-
tion at the start of a conversation, to set the LLM’s context,
behaviour, tone, and boundaries. These system prompts often
use hundreds of tokens that are static and identical for all
users of the same application. As evidenced in our analysis
in Table I and Figure 2, system prompts exist widely as fixed
static tokens in applications’ inference requests; and in reality,
in over 80% of the inference requests, the system prompt
is at least half the length of the user prompt in terms of
the number of tokens contained, and in over 40%, it is as
large or larger. This presents a significant, yet underutilized,
opportunity. Current edge serving systems, employing request-
agnostic queueing schedulers, process these prompts indepen-
dently, and requests with the same system prompt cannot be
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Fig. 2: CDF for the ratio of the number of tokens in the
system prompt over that in the user prompt per request in the
llm system prompts benchmark dataset [24] of 141k requests.
System prompts are longer than user prompts for 40% of
requests.

aggregated, wasting precious GPU memory and compute on
duplicate prefill work. For an edge GPU where memory is the
primary bottleneck for concurrency, a scheduler that actively
recognizes and aggregates requests that share system prompts
can unlock substantial efficiency gains through prefix cache
reuse. This directly translates to higher effective throughput
and lower latency, forming a core motivation for our proposed
scheduler’s semantic-aware design.

B. From Static to Hybrid Batching

General Technical Background. Batching strategies deter-
mine how multiple requests are grouped for parallel execution.
Static Batching processes a fixed set of requests until all com-
plete, leading to poor GPU utilization and high tail latency due
to stragglers. Dynamic Batching improves this by forming new
batches when pending requests accumulate, but can still incur
waiting latency. The state-of-the-art is Continuous Batching
(or iteration-level scheduling), which dynamically updates the
batch every decode step, adding new requests and removing
finished requests to maximize GPU occupancy [27]. This leads
naturally to Hybrid Batching, where a single batch contains
a mixture of requests in different phases—some undergoing
prefill while others are decoding [14]. To mitigate the latency
penalty of long prefills and enable finer-grained interleaving,
Chunked Prefill splits a long prompt’s prefill computation into
smaller, fixed-size chunks that can be scheduled between de-
code steps, improving responsiveness and hardware utilization.

Motivation #2: Request Reordering for Continuous Hy-
brid Batching. While continuous hybrid batching is necessary
for efficiency, its performance on a constrained edge GPU is
critically dependent on the composition of each batch. Re-
quests have highly variable prefill/decode ratios (e.g., a short
chatbot query vs. a long document summarization). Naive,
fairness-based queueing policies (e.g., FCFS) are oblivious
to this ratio, leading to suboptimal batch construction. They
miss opportunities to overlap a compute-bound prefill with a
memory-bound decode from another request, and can create
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Fig. 3: By considering prefill/decode length, reordering re-
quests can offer better performance than naive First-Come
First-Serve (FCFS), given continuous hybrid batching.

batches saturated with only one phase of work, leaving GPU
resources underutilized. This creates a clear opportunity: a
phase-aware queueing policy that strategically reorders or
prioritizes requests based on their computational profile. As
shown in Figure 3, with continuous hybrid batching equipped,
FCFS does not mix the decode phase of r3 with the prefill
chunks of others; in contrast, reordering r3 to the front of the
queue can mix its decode phase with other requests’ prefill
phases, thus saving total execution time. By controlling the
mix of prefills and decodes admitted to execution, such a
policy can maximize GPU utilization and minimize latency—
another core motivation for our work in designing an intelli-
gent edge scheduler.

III. THE ALPS SCHEDULER
A. Design Principles and Insights

We design ALPS based on three core principles as follows.

1) Application- and Length-Aware Request Grouping.
ALPS ensures that the inference requests that have
the same system prompt and (approximately) the same
predicted length of the output tokens are aggregated.
In this way, the requests are managed at the per-
group level instead of the per-request level for multiple
benefits. First, the requests from the same application
will be more likely to be processed in the same group,
maximizing the opportunity to reuse the prefix cache
so that LLM instances do not need to recompute from
scratch for the redundant system prompts. Grouping also
enables shared priority and unified scheduling policies
for all requests in the group. Second, ALPS schedules
requests without adding significant overhead to compro-
mise throughput and latency. In existing engines such
as VLLM, every request entering the scheduler requires
sorting, memory planning and batch fitting. By grouping
requests, these steps apply once per group instead of
once per request, resulting in lower overhead and faster
scheduling. In summary, grouping requests with similar

characteristics reduces per-request overhead and avoids
compute fragmentation from many unrelated requests.

2) Phase-Aware Request Group Reordering. ALPS ef-
ficiently mixes the prefill phase with the decode phase
of different requests via phase-aware reordering of the
different request groups. ALPS predicts the range of
the output token length for each individual request,
calculates the generation ratio for each request, which
is defined as the ratio of the output token length over
the input token length, and reorders request groups
based on the average generation ratio of each group in
descending order. By doing so, request groups with large
generation ratios are prioritized for execution, providing
more chances for the decoded tokens to mix with the
prefill chunks of future requests that will arrive. Note
that ALPS chooses to predict the range rather than
the exact number of the output tokens, since hardware
and LLM models can differ, making accurate number
prediction difficult, and slight inaccuracy in the predicted
number of output tokens does not significantly change
the decoding time.

3) SLO-Aware Request Preemption. While ALPS sched-
ules requests for execution based on the reordered re-
quest groups through request fetching, it also estimates
the serving time, including the waiting time, the prefill
time, and the decode time for each request and prioritizes
a request if a potential Service Level Objective (SLO)
violation is detected using its estimated serving time.
Such request preemption serves as a complementary
scheduling mechanism in ALPS, balancing between the
phase-aware request mixing for throughput maximiza-
tion and the individual request’s SLO assurance.

B. System Architecture and Workflow

ALPS is a request scheduler that can be hosted on a
master node for the LLM cluster in the edge environment.
ALPS consists of multiple components. Physically, ALPS
sits between the global request queue (cluster gateway) and
the LLM instances in the cluster. An LLM cluster is a
computing architecture in which independent LLMs run on
separate compute nodes (e.g., servers) and are often connected
to one another via local networks. LLM-based applications
generate requests that arrive at a global request queue, which
serves as the ALPS gateway; the global queue can also be
a distributed message broker (e.g., Apache Kafka [28]) that
provides scalability and fault tolerance, avoiding a single point
of failure. ALPS can be hosted and run either on the same
server as the global request queue or on a separate server. An
LLM instance is a loaded and running model on a specific
node in the cluster.

For a new inference request that arrives at the system,
ALPS’ workflow for processing it proceeds as follows, as
shown in Figure 4.

First, ALPS either selects an existing request group or
creates a new request group for hosting this new request. The
Application Indicator creates the application ID for the request
and stores it in the Request KV Store; then, the Output Token



Bucket Predictor finds out the token bucket ID by predicting
the range of the length of the output tokens for the request
and also stores this in the KV store. The two-tuple of the
application ID and the token bucket ID uniquely decides the
request group for prefix (i.e., system prompt) sharing for this
request, where requests in the same request group are executed
closely.

Second, ALPS updates the average generation ratio of the
request group that is used to host the new request, and reorders
the request groups in the same Serve Queue to ensure the
descending order of the average generation ratio for the corre-
sponding LLM instance. In this order, requests are scheduled
group by group for execution on the batching engine. A serve
queue is a series of request groups for an LLLM instance, and
each LLM instance has one and only one serve queue. This
reordering operation is initiated and managed by the Global
Scheduler, which communicates with the Queue Manager for
concrete queue-manipulation operations. The generation ratio
captures the phase-aware reordering strategy of mixing the
prefill-phase requests with the decode-phase requests.

Third, to meet the SLO of a request, ALPS uses the
Serving Time Estimator to estimate the serving time and if
a request’s expected serving time is likely to violate the pre-
set SLO, ALPS schedules this specific request for execution
first, regardless of other factors. This is also done by the Queue
Manager.

In the next three subsections, we elaborate the system
components comprising each of the three functionalities, re-
spectively: request grouping, request reordering, and request
preemption.

C. Semantic-Aware Grouping & Prefix Sharing

Application Indicator. As LLM applications embed system
prompts into all requests from the same application, ALPS
groups the requests in terms of the two-tuple, i.e., [Application
ID and Token Bucket ID]. The Application ID is created
by ALPS’ Application Indicator component, which assigns
a unique ID to each different application and associates this
ID with all the requests from that application. As illustrated in
Figure 4, ALPS explicitly identifies the application ID. When a
request arrives at the global request queue, our Application In-
dicator first searches the message and identifies keywords such
as “role”: system” and role”: “system_prompt”, which is
defined in the OpenAl chat template [29]. Afterwards, the
system content is fetched and hashed into a signed integer
using the Python hash function. This integer is then sent to
the Request KV Store. The KV store checks if the application
already exists. If not, a new application ID is created using this
integer. The application ID is then inserted to the metadata.
The Token Bucket ID is estimated by ALPS’ Output Token
Bucket Predictor component, which will be elaborated next.
A request can be further associated with other metadata such
as the LLM model type, SLO, and the timestamp.

Serve Queues. ALPS maintains Serve Queues, where each
serve queue corresponds to one LLM instance and each
LLM instance corresponds to one serve queue, as illustrated
in Figure 5. Every request includes a model type that specifies

the model selected by the user. Each request, therefore, will
be routed to the corresponding instance. If there are multiple
instances with the same LLM model, strategies like Round-
Robin, Random, least-recently used and other load balancing
strategies can be used (which is configurable). In other words,
requests are not pinned to one instance. As a new request
group is created, it is linked to a serve queue. By checking
the model type, each request group knows which serve queue
it belongs to; and a serve queue corresponds to an LLM
instance. The serve queues are separate from the global request
queue, and the latter is the first destination as the external
inference requests arrive at the system and is outside ALPS.
Within ALPS, we use the serve queue as an abstraction for
request popping, request insertion, and request reordering. The
order of the request groups in the serve queue represents the
execution order of the request groups at the corresponding
LLM instance. Using this abstraction, we manage to schedule
requests at the request group level, rather than at the individual
request level. The serve queues are manipulated by the Queue
Manager and steered by the Global Scheduler, which will be
described next.

D. Phase-Aware Scheduling with Length Prediction

Output Token Bucket (OTB) Predictor. After a request is
processed by the application indicator, the request information
is sent to the OQutput Token Bucket (OTB) Predictor. The
OTB is built on top of the distilbert-base-uncased model [30],
which was trained for sequence classification to classify which
length bucket the output length falls into. DistilBERT is a
Transformer model, smaller and faster than BERT [31], which
was pretrained using the BERT base model as a teacher.
The model learns the same inner representation as its teacher
model, but is faster for inference or downstream tasks.

Instead of predicting the number of tokens for each request,
OTB predicts the range of the number of output tokens for each
request, and each request is classified into a token bucket.
For instance, we predict buckets with a bucket size of 50
tokens, so the buckets are [0, 50] tokens, [50, 100] tokens,
[100, 150] tokens and so forth. By this means, the number
of classifications is significantly lower. The bucket size is
configurable to adapt to different hardware and inference
models if needed. In other words, if a request is predicted to
output 70 tokens, it falls into Bucket ID 2. The prediction is a
classification problem by dividing output length into buckets
and training the predictor to select the correct bucket for a
prompt. The predicted bucket ID is finally inserted to the
request metadata so the serve time estimator and the global
scheduler can read it.

Our observation is that slight inaccuracy in the predicted
number of output tokens does not significantly change the
decoding time. The decoding time of each token is less than
0.01 seconds in our experiments, so if the predicted token
length is more than the actual token length by 10, the variation
is 0.1 seconds, which will not massively change the effect of
mixing prefill and decoding. The training details can be found
in Section IV-A.

Request KV Store. The request KV store is a key-value
store as our storage system which collects request metadata
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(application ID and the bucket ID) from the application
indicator and the OTB predictor and links the metadata to the
request ID. The metadata of requests is then sent to the Queue
Manager to create request groups and serve queues. Our global
scheduler also retrieves metadata to schedule requests.

Queue Manager: Fetching. The queue manager is an agent
that creates request groups and serves queues based on request
metadata (application ID, SLOs and required LLM model).
Also, it accepts queries and scheduling orders from the request
KV store and the global scheduler.

Request Fetching. Request fetching refers to the operation
that dequeues requests from the serve queue using a pull-based
model and adds them to the running batch. Whenever the total
tokens in the running batch fall below the GPU’s capacity,
a fetch signal is issued to retrieve a request from the global
queue. Note that each request has a model type in the metadata,
so the request will be sent to the instance with the required
LLM model. The specific request fetched is determined by
the request group at the head of the serve queue. Within that
head group, requests follow a first-come, first-served (FCFS)

order, so the first request to join the group is also the first to
be dequeued and added to the GPU’s running batch. Note that
request fetching alone is insufficient to immediately serve a
request with a low SLO value (i.e., a stricter SLO). A fetch
operation can only occur when spare token capacity exists on
the GPU device, meaning strict-SLO requests cannot bypass
head-of-line blocking.

Global Scheduler. When the queue manager creates a new
request group, the global scheduler is triggered to reorder the
serve queue. The global scheduler will reorder the request
groups in a descending order of the average Generation Ratio.
The generation ratio of a request refers to the ratio of the
output token length over the input token length for the request,
formulated as

€ — Ldecode

Lpre fill
Requests with larger € are prioritized, allowing those with
longer decoding steps to be processed first. This increases
the chance for the decoding tokens to better mix with the
prefill chunks and effectively expands the token batch size (see
Figure 3). Since the exact number of output tokens is unknown
prior to execution, we use the OTB predictor to estimate this.

E. SLO Attainment via Preemptive Scheduling

Serving Time (ST) Estimator. Service Level Objective
(SLO) is crucial to user experience. It constrains the first
response time of requests and the time interval between
tokens [32]. Therefore, we have focused on the time-to-first-
token (TTFT) and time-between-token (TBT) in this work.
When the SLO of a request is likely to be violated, the global
scheduler uses preemptive scheduling to dispatch that specific
request first. The core is how to estimate the total serving



time of a request and now we explain how the serving time
is estimated by the ST Estimator.

The Serving Time (ST) Estimator predicts the total serving
time of a request based on its token bucket derived from
the OTB predictor. As the global scheduler reorders request
groups in the serve queue, some requests may wait a long
time in the queue which may lead to SLO violation. If the
estimated serving time exceeds the SLO, ALPS will prioritize
these requests and dispatch them first.

The total serving time consists of three parts, i.e., waiting
time, prefill time and decode time for a request 7.

T.=W,+PFP.+D,

The current waiting time W, can be derived from the request
timestamp and the current timestamp. The estimated prefill
time per token is nearly constant for each LLM model com-
pared to the decode time. Our experiments show that the prefill
time is 50-100 times less than decode time (see our Figure 14b)
because it is highly parallel. Therefore, we can estimate the
total prefill time by using the product of prefill time per token
and the number of input tokens. The prefill time per token is
profiled offline for different models. Therefore, the prefill time
P, for a request r is:

PT:IT'pw

where I, is the number of input tokens and p, is the prefill
time per token for LLM model z. The estimated decode time
can be represented by

Dr:Or'dz

where O, denotes the number of output tokens which can be
derived from the OTB predictor. We have used the upper bound
of a token bucket to represent the corresponding token length.
For example, if a request is labeled as Bucket 3 [100, 150], we
then use 150 as the value of O,.. By this means, we maintain
the ST estimator conservative because the LLM inference
system cannot guarantee the ideal performance due to the
limitation of memory capacity. Some requests are inevitably
halted when the GPU memory is exceeded. d, represents the
decode time per output token for LLM model = which is
profiled from our tests for each model. In summary, we use
the estimated serving time to detect potential SLO violations.
Queue Manager: Request Preemption. Since request
fetching alone cannot guarantee immediate service for requests
that face SLO violation, ALPS introduces a complementary
mechanism called request preemption. Request preemption is
initiated when the ST estimator anticipates that a request waits
in the queue and is likely to violate its SLO. In response, the
global scheduler promotes that request to the front of the serve
queue. When preemption occurs, the newly promoted head
request is fetched into the running batch as capacity allows.

IV. IMPLEMENTATION AND EVALUATION

We have implemented ALPS using 1200 lines of Python
codes on top of the open-source vVLLM [16] V1 engine, where
chunked prefills and continuous hybrid batching are supported.

A. Experiment Setup

We evaluate ALPS over several open-source models, in-
cluding Google Gemma-3, Meta Llama-3 and Huggingface
Smollm families. We selected these models to make sure they
can be hosted on our edge devices. We have used different
batch sizes ranging from 8 to 64. We have used the VLLM
engine to invoke these models, where the length of generated
tokens is 4096. The size of the chunked prefill ranges between
512 and 2048. Our evaluation aims to validate the effectiveness
of ALPS’s scheduling strategy under a representative edge-
cluster deployment rather than to characterize distributed com-
munication scalability or network bottlenecks.

Testbed. We set up a testbed of 4 NVIDIA Jetson AGX
Orin with 2048-core Ampere GPU, 64 GB memory, and 64
Tensor cores. One Orin node hosts ALPS as a master node,
and three other nodes use vVLLM and work as worker nodes.
The CPU is ARMv8@2.2GHz with 8 cores. The operating
system is Ubuntu 20.04. The AGX Orin is published as Edge
Al device by Nvidia and therefore we select it for our testbed.
To imitate the resource bottleneck in the edge environment, we
have limited the maximum memory for each LLM instance to
19.2GB by using the parameter gpu_memory_utilization in
vLLM. The bandwidth between two nodes is 6 Gbps, tested
by iperf3 [33].

To show that ALPS performs well for different LLM
models, we have conducted two sets of experiments: (1) Same-
Models refers to deploying the same model (Gemma-3-1B) on
the three nodes in the cluster, where each node hosts a model.
(2) Mixed-Models refers to three different models (Gemma-
3-1B, Llama-3-1B and SmolLLM2-360M) in the cluster, where
each node hosts a model.

Baselines. To evaluate the performance of ALPS, we con-
sider the following three baselines: (1) QLM [34] groups
requests based on model and SLOs, prioritizes requests with
urgent SLOs. Similar to ALPS, QLM is also a cluster-level
scheduler that manages LLM request queues. (2) vLLM+app
combines our application indicator with vLLM engine, group-
ing requests based on their applications but not using the
reordering technique. (3) vLLM [16] uses the first-come-first-
serve scheduler in VLLM engine.

Type Dataset Request Size
Conversation AlpacaEval [35] 805
Question Q&A | MS MARCO [36] 102k
Code generation | NI2bash [37] 609
Math problem Orca-math [15] 200k
Finance Finance-alpaca [38] 68.9k

TABLE II: Evaluation datasets.

Workloads. Our evaluations are performed to execute ten
representative LLM applications, i.e., Research Assistant, Cus-
tomer Service Representative, Composing Functions, Sales
Assistant, Product Documentation, Smart Assistant, Engineer,
Teacher, QA Engineer and Product Manager. The applications



are derived from MetaGPT [23], which provides a system ar-
chitect to design APIs. For system prompts, we use the datasets
from PromptCraft [20]. The user prompts are derived from five
real-world datasets as given in Table II. The type of prompts
includes conversion, Question and Answers, Code Generation,
Math problem and Finance. Unless, it is particularly specified,
the number of inference requests is 1000.

OTB Predictor Training. We have implemented the
OTB predictor by fine-tuning the distilbert-base-uncased
model [30]. We train our output token bucket predictor using
the Alpaca dataset [39] with 52,002 requests. We first cat-
egorize each request into a bucket based on the number of
output tokens in the response. Then, we use these buckets as
labels and the instruction prompts as the inputs to fine-tune the
distilbert-base-uncased model, predicting the range of output
tokens for new requests.

We achieve an accuracy of 79.12% with a bucket size of
50 tokens by dividing the datasets into 80% as the training set
and 20% as the test set. We train the model for 5 epochs with
a learning rate of 2e~°. Finally, we load the model weights
and use the trained model for prediction. As OTB only predicts
the range of output token numbers, it generalizes well to other
datasets used in the experiment. We also present a study on
the bucket size in the following section (Section IV-D).

Performance Metrics. There are three primary latency
metrics of interest for LLM serving: End-to-End (E2E) latency
perceived by users, Time-To-First-Token (TTFT) and Time-
Between-Tokens (TBT). In this work, for a given request, end-
to-end latency refers to the total time from when a request is
made (i.e., user sends a prompt) to when the final token of the
response is received. E2E latency is a key metric for interactive
use cases (e.g., chatbots), because users care about how long
the entire response takes to arrive. TTFT measures the time
of generating the first output token from the time a request
arrives in the system. This metric is important as it reflects
the initial responsiveness of a system. TBT measures the time
interval between the generation of tokens, which impacts the
overall perceived fluidity of the response.

SLO Attainment. A request that satisfies its Service Level
Objective (SLO) can be considered operationally effective.
Consequently, our evaluations primarily focus on comparing
the throughput of LLM service frameworks using different
scheduling mechanisms under SLO-compliant conditions. In
the following experiments, the SLO thresholds are set to
an end-to-end latency of less than 5~10 seconds and the
time-between-token less than 0.1~0.2 seconds according to
previous study [17, 32].

Figure 7 illustrates the Cumulative Distribution Function
(CDF) of different methods for end-to-end latency. ALPS
consistently outperforms other baselines, with approximately
95% of the requests completing within 5 seconds, compared
to 7.5 seconds for other baselines. The largest improvement is
observed in the upper tail, where ALPS substantially reduces
the tail latency.

B. Same-Models Evaluations

We run ALPS on 3 Nvidia Orin devices with 3 instances of
Gemma-3-1B-it to evaluate the same-models serving perfor-
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mance regarding request latency, throughput, TTFT and TBT.

E2E Latency and Throughput in Same-Models Cluster.
Figure 6 shows the request latency and system throughput
achieved by ALPS and baselines. The E2E latency is the
end-to-end latency perceived by the users. We observe that
ALPS receives the best performance in terms of E2E latency
over varying batch sizes. This stems from two aspects: (1)
ALPS groups requests based on their system prompts, and
efficiently reuses the prefix-caching mechanism. (2) ALPS
reorders request based on the estimated output token length,



and mixes the prefill and decode phases between requests. As
the batch size increases, we find that the latency of ALPS
fluctuates between 0.82 to 1.8 seconds, while that of baselines
ranges from 0.9 to 2.6 seconds. Compared to QLM, which
uses profiling to estimate the request waiting time, ALPS
predicts the ranges of output length and leverages the concept
of "mixed batching” to fully unleash the potential of hardware.
Compared to VLLM, ALPS is able to group requests with same
system prompt and reuses prefix caching.

For token throughput in Figure 6b, we normalized all
the throughput to that of vLLM. ALPS obtains the best
performance which provides 1.1~1.6x improvement against
vLLM. In contrast, QLM can only improve the throughput by
around 1.04~1.4x. The performance improvement of ALPS
comes from the hybrid batching to better mix the decode
phase with prefill chunks. Application-aware request grouping
also contributes to the improvement of throughput because
it reduces Time-To-First-Token (TTFT) latency and overall
inference time by avoiding redundant computation of shared
input parts.

We have noticed that when the batch size equals 32, the
performance is significantly better. This is due to the fact that
inference performance improves with batch size only up to a
threshold, after which bottlenecks arise (memory bandwidth,
compute saturation, KV cache pressure).
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Fig. 8: Time-between token (TBT) and time-to-first-token
(TTFT) on a cluster of 3 Gemma-3-1B LLM instances.

TBT and TTFT in Same-Models Cluster. Figure 8a
shows the time-between-token for different approaches. ALPS
achieves 5-17% speedup compared to vLLM. Although QLM
also performs well in some batch sizes, ALPS still receives the
best performance by combining request grouping and hybrid
batching. QLM and vLLM induce generation stalls by not
mixing prefill and decode efficiently, resulting in high latency
in TBT. The TBT of vLLM reaches up to 6.5ms and that
of QLM reaches up to 6.4ms, while that of ALPS is only
around 5.5ms. Figure 8b presents the time-to-first-token for
different methods when the batch size ranges from 8 to 64.
ALPS provides the lowest TTFT as it groups requests based on
applications and maximizes the reuse of prefix caching. This
can also be observed from the performance of vLLM+app

approach. QLM and vLLM increase TTFT because they need
more time for decoding when a prefix cache is missed. The
TTFT of ALPS ranges between 9.1~16.1 ms while that of
QLM and vLLM ranges from 10.7~23.6 ms. vLLM+app
significantly reduces TTFT over QLM and vLLM, bringing
the average TTFT down to the range of 10.4~17.7 ms.

Performance under different request rates.

Figure 9 presents the performance of ALPS compared to
baseline schedulers (QLM, vLLM+app, and vLLM) under
varying request rates in the Same-Models cluster configura-
tion (three identical Gemma-3-1B models). The request rate
was held for 3 seconds for each run. Figure 9a shows the
end-to-end (E2E) latency as request rates increase from 25
to 150 requests/s (each rate is maintained for three seconds),
where ALPS consistently achieves the lowest latency. This
is due to its efficient hybrid batching and prefix reuse.
Figure 9b illustrates time-between-token, demonstrating that
ALPS maintains an improvement of up to 1.3x across all
rates. Figure 9c probably depicts the SLO attainment, with
ALPS maintaining the highest values around 95 to 100%
because its application-aware grouping eliminates redundant
prefill computations and its phase-aware reordering maximizes
prefill-decode overlap, even under high request arrival rates
where other schedulers suffer from head-of-line blocking and
poor batch composition.

Figure 11 shows the cumulative distribution of request
latency. ALPS dominates the baselines over most of the
distribution, particularly between the 80th and 95th percentiles,
indicating consistent improvement rather than gains limited
to a small subset of cases. For example, 89% of requests
experience less than 2.5 seconds latency, while only 78% of
requests for QLM are within 2.5 seconds.

C. Mixed-Models Evaluations

We run the mixed-models evaluations by using three differ-
ent models (Gemma-3-1b, LlaMa-3-1b and SmolLM2-360M)
on a Nvidia Orin cluster with 3 nodes.

Request Latency and Throughput in Mixed-Models
Cluster. Figure 10a shows the end-to-end latency and nor-
malized token throughput to vLLM. Over different batch sizes,
ALPS provides up to 20% speedup in latency due to several
factors: (1) The use of application-aware request grouping
reduces repeated computation for the system prompts. (2)
The global scheduler prioritizes long-output requests to realize
hybrid batching. Although QLM also groups requests and
reorder requests, it performs worse in this case because it
is unaware of LLM applications and hybrid batching. The
E2E latency of ALPS ranges from 1.37~1.5 seconds while
that of QLM ranges between 1.46~1.66 seconds. The effect
of application-awareness is also reflected in the performance
of vLLM+app. Compared to VLLM, vLLM+app reduces the
latency by 15%.

As illustrated in Figure 10b, the improvement in token
throughput ranges from 12-25% compared to vLLM, while
that of QLM only ranges from 2 to 5%. The reason is that
efficient hybrid batching can increase the size of token-batches
and optimize the GPU utilization. We further notice that
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vLLM-+app also improves the token throughput under various
settings compared to vLLM. The reason is that the application-
aware request grouping reduces the computational overhead
and hence reduces the inference time (reusing prefix-caching).

TBT and TTFT in Mixed-Models Cluster. Figure 12a
shows the TBT, i.e., time-between-token. We notice that the
latency of ALPS fluctuates between 5.5 and 6 ms while that of
QLM and vLLM ranges between 6 and 7 ms. We also observe
that vVLLM+app performs better than vLLM, showing that the
application-awareness helps reduce the latency.

Figure 12b shows the TTFT (Time-to-First-Token), which
measures the latency of generating the first output token from
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Fig. 13: Performance over different request rates in Mixed-Models.

the time a request arrives in the system. It measures the initial
responsiveness of a request, which affects the overall user
experience. As shown in Figure 12b, ALPS receives the best
performance where the TTFT ranges between 9.52-22.24 ms.
In contrast, that of QLM fluctuates between 13.7 and 42.32 ms.
This stems from the application-aware grouping, which can
also be observed in vLLM+app’s performance. Over different
batch sizes, we notice that ALPS always obtains the best
performance. This is because our request grouping efficiently
reuses the KV cache blocks, so it does not need to recompute
from scratch for the system prompts.

Performance against varying request rates in Mixed-
Models.

Figure 13 evaluates ALPS under the same varying request
rates but in the Mixed-Models cluster, where three different
LLMs (Gemma-3-1B, LLaMa-3-1B, and SmolLM2-360M) are
deployed on separate nodes. The request rate was held for
3 seconds for each run. Figure 13a shows that ALPS still
achieves the lowest E2E latency in the range between 1.12
and 1.40 seconds, whereas the latency of VLLM and QLM
fluctuates between 1.23 and 2.48 seconds. For example, at a
request rate of 50, ALPS receives a latency of 1.26 seconds
where that of QLM and vLLM are 2.39 and 2.48 seconds,
respectively.

Figure 13b displays time-between-token, where ALPS de-
livers a 12-30% gain over vVLLM, whereas QLM only achieves
9-20%, confirming that ALPS’s active hybrid batching (based
on generation ratio) is also efficient in mixed-model envi-
ronments. Figure 13c tracks the SLO attainment, with ALPS
again outperforming baselines—SLO attainment ranges from
93 to 100% compared to QLM’s 92 to 96%, because of the
global scheduler’s ability to reorder request groups so that
decode-heavy requests are prioritized.

D. Sensitivity Analysis

In this subsection, we conduct a sensitivity analysis on
different aspects of ALPS. Particularly, we are interested in
observing the relationship of prefill and decode time, the
impact of varying chunk sizes, SLO violation over batch sizes,
OTB prediction accuracy and time overhead of ALPS.

Prefill and Decode Time. Figure 14a shows the prefill time
of ALPS over different numbers of requests. We notice that the
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Fig. 14: Prefill and decode time of ALPS with varying number
of requests and batch sizes in Gemma-3-1B.

prefill time per token only fluctuates slightly between 0.13 and
0.14 ms. This is because the prefill phase is highly parallel.
Figure 14b shows prefill and decode per request over different
batch sizes. The decode time is 50-100x higher than prefill
time because the decoding process is autoregressive. In other
words, decode time dominates the inference time of LLMs.
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Throughput and TTFT over Varying Chunk Sizes. Fig-
ure 15a shows the token throughput over chunk sizes in [512,
2048]. A larger chunk size means each batch of tokens sent



during prefill contains more tokens. We observe that the token
throughput slightly drops with increasing chunk sizes. This is
because long chunked prefill finishes prefill phase slowly in
the batch and hence damages the effect of hybrid batching.
Also, Figure 15b shows that the TTFT increases when the
chunk size increases. This stems from the fact that the large
chunk sizes lead to long prefill time and hence prolong the
TTFT.
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Fig. 16: SLO attainment over varying batch sizes.

SLO Attainment. Figure 16 shows the SLO attainment
which is the percentage of requests that successfully meet
their predefined latency targets. When the batch size increases
from 8 to 64, over 95% requests of ALPS meet the SLO
constraint while that of QLM and vLLM ranges from 92-
93%. In the same-models and mixed-models settings, the SLO
attainment of ALPS only fluctuates between 93 and 97%. The
advantages of ALPS stem from efficient prefix sharing and
proactive preemption.
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Fig. 17: Prediction accuracy of OTB over different bucket
sizes.

OTB Accuracy. Figure 17 reports the prediction accuracy
of the OTB predictor as the bucket size varies from 10 to
100. As expected, accuracy improves with larger bucket sizes.
Recall that the bucket size corresponds to the length interval
into which a request’s output length is classified. Increasing
the bucket size reduces the number of categories the predictor
must distinguish, thereby improving accuracy. However, ex-
cessively large buckets undermine the effectiveness of hybrid
batching, as requests within the same group may produce
outputs with highly divergent lengths. Conversely, when the
bucket size is too small, only a limited number of requests
can be aggregated into a group.
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Time Overhead of ALPS. As shown in Figure 18, the time
overhead of ALPS ranges from 5.5 to 6 milliseconds. The
time overhead also includes the sequence classifier’s time and
decision-making time. It is relatively low as we only predict
the range of output tokens, so the number of classifications is
significantly lower.

As shown in the previous section, the E2E latency of ALPS
is around 1.3-1.5 seconds per request, which means that the
time overhead of ALPS is less than 0.5% of the E2E latency
per request.
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Fig. 19: End-to-end latency and SLO attainment over different
SLO thresholds.

Different SLO thresholds. In Figure 19, we evaluate the
performance of ALPS under different SLO thresholds ranging
from 0.5 to 10 seconds. As the SLO threshold increases from
0.5 to 10 seconds, the end-to-end latency increases from 0.64
to 0.96 s. This is because if the SLO threshold is relaxed, the
system can accept higher latency and less preemption will be
triggered. Similarly, the SLO attainment rate improves from
70% to 99%. These results demonstrate that ALPS effectively
adapts to varying SLO requirements through adaptive request
preemption. Under stricter SLO thresholds, ALPS prioritizes
requests approaching their deadlines by moving them to the
front of the queue.

V. RELATED WORK

Table III summarizes existing works and compares them
with ALPS in terms of four aspects, namely, Multi-instance,
Application-aware, Active hybrid batching, and SLO-aware.
Unlike all existing research, ALPS has uniquely addressed



Category Multi-instance | Application- Active hybrid batching | SLO-aware
aware

Optimizing of LLM back- v b X b

ends [9, 12, 13, 40, 41, 42, 43,

44, 45, 46, 47, 48, 49, 50, 51,

52, 53, 54, 55, 56, 57]

Prefix sharing [58, 59, 60] v X X v

LLM scheduling [5, 61, 62, 63, | v/ b4 b X

64, 65, 66]

Parrot [18], Ayo [67] and | v v b b4

Pie [68]

QLM [34], Past-future [32] and | v/ b 4 b v

AdaServe [69]

SARATHI [70], SARATHI- | ¥ b 4 v v

Serve [17]

and POD-ATTENTION [14]

BatchLLM [71] X X v X

PromptCache [72] b4 v b~ X

ALPS v v v v

TABLE III: Comparison of ALPS to related work.

all these aspects. ALPS particularly features two aspects, i.e.,
application awareness and hybrid batching based on generation
ratio—it first identifies the LLM applications and groups them
for prefix sharing, and then mixes the chunked prefill phases
of new requests with the decode phases of existing requests
according to the generation ratio. Next, we discuss related
work in multiple categories in detail and highlight how ALPS
differs.

LLM Serving Backend. A significant amount of work
has focused on improving memory management and token
generation by fine-tuning the LLM backends. DiffKV [40],
Jenga [49], and DeltaZip [41] propose GPU memory managers
to compress fragmented GPU memory to enhance through-
put. Menos [42] spatially shares the base model parame-
ters between clients. llm.npu [44] uses a Neural Process-
ing Unit (NPU) on-device to reduce prefill latency. POD-
Attention [14] proposes a GPU kernel that carefully allocates
GPU’s resources so that prefill and decode operations happen
simultaneously. SARATHI [70] uses a single prefill chunk
and filling the remaining batch with decodes. Medusa [46]
materializes CUDA graphs and KV cache information, while
AQUA [47] is a GPU memory management framework that
reduces the overhead of paging inference state. Aegaeon [50]
uses GPU pooling to perform LLM model auto-scaling at
token level. KTransformers [51] and Powerlnfer [53] both
combine CPU-GPU computing power by using an Expert
Deferral mechanism and identifying popular neurons, re-
spectively. LoongServe [52] and NanoFlow [54] both use
parallelism to optimize throughput and latency. Serverless-
LLM [73] optimizes the checkpointing techniques to speed
up LLM inference in serverless computing. Flashgen [43],
SpotServe [45], HACK [55], Mell [57] and CacheGen [56]
have proposed several techniques to optimize or compress
the KV-cache in LLM inference. Jupiter [12] and Spin [13]
use pipeline techniques to accelerate LLM inference at the
edge. Parrot [18], Ayo [67] and Pie [68] are application-aware,
improving system throughput via different techniques such as

Semantic Variable, dataflow graphs and customized service
handlers.

ALPS is orthogonal to these existing frameworks that often
focus on optimizing the internals of a single LLM backend.
Thus, ALPS can be easily integrated with them by deploying
ALPS as the gateway for request scheduling for the cluster,
where within the cluster these diverse backend techniques can
be adopted.

Prefix Sharing. Due to the fact that prefix sharing can
significantly reduce the computation in LLM inference, a
large amount of work has proposed new architectures for it.
Therefore, we use a separate subsection to summarize it.

HotPrefix [74] is a hotness-aware KV cache scheduler that
tracks hotness and selectively updates KV caches for LLM in-
ference. ChunkAttention [75] detects matching prefixes across
different requests and shares their tensors at runtime for
efficiency. SGLang [76] efficiently simplifies programming
with primitives for generation and parallelism control, and
optimizes KV cache reuse with novel optimizations like Radix-
Attention.

The vLLM [16] engine uses PagedAttention to manage the
kv-cache blocks of processed requests and reuse these blocks
when a new request comes in with the same prefix as pre-
vious requests. CacheBlend [58] reuses the precomputed KV
caches, regardless prefix or not, and selectively recomputes
the KV values of a small subset of tokens to partially update
each reused KV cache. InfiniGen [59] proposes a KV-cache
system for long-text generation, prefetching only essential
entries from KV cache and reducing memory usage. Sarathi-
Serve [17] introduces chunked-prefills, which splits a prefill
request into near equal-sized chunks, improving throughput
with large batch sizes. IC-Cache [60] builds a caching system
for request-response pairs from larger models as in-context
examples, and prepends them as context to new requests’
input. SpecInfer [48] uses small models to predict output
tokens and a token tree to create outputs. Both BatchLLM
and PromptCache focuses on global prefix caching. Batch-



LLM [71] identifies shared prompts for large industry offline
datasets while PromptCache [72] caches text segment for a
single-instance scenario.

None of these works identifies the common prefix of system
prompts ahead of time for different applications in an online
manner and enables explicit reuse. Instead, ALPS manages the
prefix reusing explicitly and can reuse the KV context best for
the multi-application scenario.

LLM Serving Scheduling. OESD [5] uses auctions to
optimize social cost in LLM speculative decoding. Gong et
al. [32] estimate the peak memory requirement by using
the historical distribution of request output lengths, balancing
request queuing and harmful evictions. TAPAS [61] uses
historical data of temperature and power consumption to place
GPU VMs and route requests across LLM instances based on
the workloads. ExeGPT [77] optimizes batch size and tensor
parallelism, and uses a workload-aware request scheduler
to improve system throughput. ThunderServe [62] splits the
LLM serving into prefill and decode phases, and uses tabu
search and re-scheduling to optimize throughput and latency.
Llumnix [63] migrates requests and their state when there is
unpredictable workload, resulting in fewer preemptions and
interference. LLMShed [64] uses a Bayesian network to profile
compound LLM applications and prioritize stages with greater
quantified uncertainty reduction in LLM inference. Tabi [65]
is optimized for discriminative models and uses a confidence
score to decide whether to return the accurate results of
small models fast to re-route them to LLMs. A few works
[34, 66, 69] schedule requests to optimize SLO for LLM
serving. For instance, QLM [34] batches requests with similar
SLOs and moves requests that are likely to violate SLOs
to the front of the queue by using an ILP solver (Gurobi).
AdaServe [69] formulates multi-SLO serving as a constrained
problem and uses a speculative tree to meet the latency target.

These works could be the closest to ALPS. Yet, unlike these
prior schedulers that treat requests opaquely and often over-
look hybrid batching, ALPS uniquely combines application-
aware grouping with phase-aware scheduling for edge LLM
serving. ALPS proactively groups requests by hashing system
prompts to guarantee prefix cache reuse and uses lightweight
output prediction to reorder the queue, explicitly optimizing
the prefill-decode mix in hybrid batching. This co-design
specifically targets edge environments, where both memory
efficiency and GPU utilization are paramount.

Overall, ALPS introduces four key novelties as follows.

1) Application-aware semantic grouping. ALPS hashes sys-
tem prompts to group requests from the same appli-
cation, enabling deterministic prefix-cache reuse before
scheduling, rather than relying on opportunistic cache
hits during execution.

2) Output token prediction. ALPS uses a lightweight
token-bucket classifier to predict output length ranges,
not exact values. These buckets guide the generation
ratio for group ordering, providing sufficient accuracy
for phase-aware batching with minimal overhead.

3) Phase-aware scheduling. Instead of minimizing
per-request completion time, ALPS orders groups by
generation ratio to maximize prefill-decode overlap in

hybrid batches, improving GPU utilization and batching
efficiency.

4) Hierarchical scheduling. ALPS operates at the
request-group level, sequentially applying grouping,
generation-ratio ordering, and SLO-aware preemption
within a unified pipeline that jointly enables prefix
sharing and efficient batching.

VI. CONCLUSION AND FUTURE WORK

This paper presents ALPS, a holistic queue scheduler for
application-aware LLM inference in edge clusters. It iden-
tifies the limitations and the new design space in existing
approaches. It explicitly extracts system prompts as a common
prefix globally to avoid repeated computation in the prefix
cache, and improves the system throughput by prioritizing the
requests with larger generation ratios. Requests are scheduled
at the level of prefix-sharing groups, and these groups are
reordered to achieve the best mix of chunked prefills and
decodes in the token batches. Finally, preemption is used for
SLO assurance. Evaluations confirm that ALPS outperforms
QLM and vLLM substantially in terms of end-to-end latency
and throughput on a set of real-world datasets with production
LLM models.

While ALPS’ phase-mixing optimization is specifically
designed for the environments of edge GPUs, its higher-
level scheduling intelligence—identifying semantic groups and
predicting decode loads—opens compelling future directions.
In cloud environments with prefill-decode disaggregation, this
intelligence could guide an orchestration layer to route re-
quests efficiently across specialized prefill and decode pools,
optimizing for global cache locality and balanced utilization
across the entire disaggregated pipeline.

While the current evaluation demonstrates the effectiveness
of the proposed approach under the considered experimental
settings, larger-scale network-related experiments remain an
important direction for future work. In particular, we plan
to evaluate the framework in more diverse and realistic dis-
tributed environments with varying network topologies, band-
width constraints, propagation delays, and background traffic
conditions. Such experiments will enable a more comprehen-
sive assessment of the system’s scalability, robustness, and
adaptability under heterogeneous network conditions, while
providing deeper insights into its performance in large-scale
deployments representative of real-world scenarios.
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